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ABSTRACT

Recent advances in large language models (LLMs) and autonomous
agents are creating new opportunities for hardware design opti-
mization. This paper examines three connected directions toward
autonomous RTL and synthesis optimization: (1) Realistic bench-
marking. We discuss reference-based and open-ended RTL optimiza-
tion benchmarks that evaluate optimization opportunities under
realistic EDA workflows. (2) Tool-grounded RTL optimization. We
present Dr. RTL, a multi-agent framework that automates critical-
path analysis, RTL rewriting, and implementation-level evaluation,
while continuously improving through reusable optimization skills.
Evaluated on 20 real-world RTL designs, Dr. RTL achieves average
WNS/TNS improvements of 21%/17% with a 6% area reduction over
commercial synthesis. (3) Design-specific synthesis optimization. We
explore agent-driven synthesis script tuning and the discovery of ex-
ecutable synthesis algorithms across intermediate representations,
technology-independent optimization, and technology mapping.
Finally, we envision Al-native design automation that jointly ex-
plores architectural, RTL, and EDA algorithm design spaces, guided
by verification constraints and implementation feedback.

1 INTRODUCTION

RTL optimization and logic synthesis are two synergistic pro-
cesses that jointly determine the power, performance, and
area (PPA) of digital circuits. Given a hardware architecture,
RTL optimization explores alternative implementations through
logic restructuring, resource sharing, and sequential transforma-
tions, while synthesis and place-and-route (P&R) tools further opti-
mize the circuit through logic synthesis and physical implementa-
tion [14, 34]. The two optimization processes are highly synergistic:
RTL structure determines the optimization opportunities available
to downstream tools, while synthesis and physical design feedback
reveals circuit bottlenecks that can guide further RTL transforma-
tions. Achieving better PPA therefore requires considering RTL
optimization and downstream EDA optimization together through
an iterative, tool-grounded process.

This synergy also raises a fundamental question: Which
RTL optimization opportunities remain after synthesis op-
timizations? Modern synthesis tools can automatically simplify,
restructure, and map complex logic, potentially absorbing many
source-level RTL transformations. Consequently, an RTL rewrite

TEqual Contribution
*Corresponding Author (eezhiyao@ust.hk)

This work is licensed under a Creative Commons Attribution 4.0 International License.
ASPDAC 27, January 25-28, 2027, Tokyo, Japan

© 2027 Copyright held by the owner/author(s).

ACM ISBN 979-8-4007-2923-2/2027/01

https://doi.org/10.1145/3840404.3860924

Toward Self-Improving Design & EDA Optimization

Benchmark
Reference-based eval Open-ended eval

[
allli &
RTL Optimization Syn Optimization

( Tool-grounded agent ] [ Reusable skills ]

[ Script tuning ] [Algorithm discovery]

Er&

R Techindependent Techmap
optimizatio

=0 Odh

\_ rewrite evaluate J Script tuning

Algorithm discovery )

Figure 1: Three connected directions toward autonomous
RTL and synthesis optimization. Realistic benchmarking es-
tablishes evaluation settings, tool-grounded agents optimize
RTL beyond synthesis, and synthesis optimization extends
agentic search from flow tuning to algorithm discovery.

that improves PPA under a weak synthesis flow may offer little
additional benefit under a stronger commercial tool. However, ex-
isting RTL optimization studies often evaluate manually degraded
designs using open-source synthesis flows, as in RTLRewriter [40]
and SymRTLo [35]. Such evaluations may emphasize recovering
injected inefficiencies or transformations already handled by ad-
vanced synthesis. More meaningful RTL optimization should target
opportunities that remain beyond realistic synthesis, while improve-
ments to synthesis algorithms themselves can further extend the
achievable PPA.

This perspective motivates two fundamental research challenges
toward autonomous RTL and synthesis optimization:

e How to benchmark RTL optimization? Establish realistic
RTL designs and evaluation settings that distinguish gen-
uine optimization opportunities from improvements already
achievable through synthesis.

¢ How to automate and improve optimization? Develop
tool-grounded agents that explore RTL implementations and
synthesis strategies, while accumulating reusable optimiza-
tion knowledge.

These challenges connect three research directions: realistic RTL
optimization benchmarking, agentic RTL optimization, and synthe-
sis tool optimization. We briefly review their recent progress and
remaining challenges below.
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Benchmarking realistic RTL optimization. Recent advances
in LLM-based RTL generation [13] include domain-specific mod-
els [18], verification-guided generation [28], and agentic frame-
works [9, 44]. Corresponding benchmarks, such as VerilogEval [17],
RTLLM [20], OpenLLM-RTL [19], and CVDP [26], primarily evalu-
ate functional correctness. RTL optimization additionally requires
measuring implementation quality after synthesis while preserving
functional equivalence. Existing evaluations often rely on manu-
ally degraded RTL and relatively weak synthesis flows, leaving a
gap between benchmark results and optimization under industrial
conditions. This motivates realistic benchmarks that evaluate both
known optimization targets and open-ended improvements on orig-
inal human-written RTL, with synthesis quality and verification
incorporated into the evaluation.

Tool-grounded RTL optimization. With realistic synthesis
evaluation, the next challenge is to discover RTL transformations
that provide additional PPA improvements. Their effectiveness
depends on how downstream tools restructure and map the re-
sulting logic, making implementation feedback essential. Existing
approaches explore verified rewriting [8], LLM-based RTL opti-
mization [40], symbolic reasoning [35], timing-oriented transfor-
mations [39], evolutionary optimization [15, 27], and multi-agent
collaboration [4]. Related studies investigate retrieval-guided cir-
cuit optimization [7] and PPA-aware RTL generation [31, 32]. Fine-
grained timing analysis [11] can reveal bottlenecks that remain
after synthesis, while equivalence checking ensures correctness.
These capabilities motivate self-improving agents that use detailed
EDA feedback to explore RTL transformations and learn reusable
optimization strategies.

Synthesis tool optimization. The synergy between RTL and
synthesis also suggests another optimization direction: improv-
ing the synthesis procedures themselves. Existing synthesis tech-
niques explore Boolean rewriting [3], technology-aware optimiza-
tion [6], and symbolic equality saturation [41]. Automated flow
tuning further explores synthesis parameters [45], configuration
selection [37], and optimization sequences [23]. More recently, Al-
phaEvolve [25] has demonstrated the feasibility of Al-driven algo-
rithm discovery, while Self-Evolved ABC [42] applies code evolution
to improve general-purpose logic synthesis. These advances moti-
vate design-specific synthesis optimization, where agents can tune
commercial synthesis flows and discover customized algorithms
that better exploit individual circuit structures. Together with RTL
optimization, this opens opportunities for more comprehensive
RTL-EDA co-optimization.

In this paper, we review three connected research directions
toward autonomous RTL and synthesis optimization and present
our recent progress in each direction, as illustrated in Figure 1. Our
contributions are summarized as follows:

e Realistic benchmarking of RTL optimization. We intro-
duce two complementary benchmarking settings: reference-
based optimization through RTL-OPT and open-ended opti-
mization on original human-written RTL through Dr. RTL.
Together, they evaluate both known optimization opportuni-
ties and further PPA improvements under realistic synthesis
and formal verification workflows.

¢ Tool-grounded, self-improving agentic RTL optimiza-
tion. We present Dr. RTL, a multi-agent framework that

combines fine-grained timing analysis, parallel RTL explo-
ration, sequential equivalence checking, and group-relative
skill learning. Across 20 human-written RTL designs, Dr. RTL
achieves average WNS and TNS improvements of 21.3% and
16.9%, respectively, with a 5.8% reduction in area over com-
mercial synthesis.

e From synthesis flow tuning to design-specific algo-
rithm discovery. We explore two levels of synthesis opti-
mization: agent-driven script tuning for commercial synthe-
sis tools and design-specific algorithm discovery for open-
source synthesis tools. Across eight designs, commercial
synthesis tuning improves average WNS/TNS by 7.4%/11.1%,
while open-source algorithm discovery reduces area-delay
product (ADP) by 18.7%.

Looking ahead, we envision a self-improving Al-driven de-
sign automation paradigm built on verification-constrained
optimization spaces. These spaces span three levels: architecture,
RTL implementation, and EDA algorithms. At the architectural level,
agents explore microarchitectures, dataflows, and resource organi-
zations. At the RTL level, they optimize circuit implementations,
while at the EDA tool level, they improve synthesis and physical
design procedures. Verification defines what must be preserved at
each level, establishing the boundaries for optimization. With these
spaces and constraints clearly defined, a key research direction is
to develop more effective agentic design-space exploration across
abstraction levels. Accumulated optimization strategies and verifi-
cation knowledge can support continual self-improvement and the
joint optimization of hardware implementations and EDA tools.

2 BENCHMARKING RTL OPTIMIZATION

2.1 Overview

RTL optimization benchmarks must evaluate both functional cor-
rectness and implementation quality after synthesis. Since the PPA
benefit of RTL transformations depends on downstream synthe-
sis, benchmark quality is determined by the starting RTL designs,
synthesis toolchain, verification flow, and evaluation metrics. In
particular, a realistic benchmark should capture optimization op-
portunities that remain meaningful under strong synthesis tools.

We introduce two complementary evaluation settings, as illus-
trated in Figure 2. Reference-based evaluation starts from suboptimal
RTL and measures optimization against human-optimized refer-
ences. Open-ended evaluation starts from original human-written
RTL and measures further improvements beyond commercial syn-
thesis. The former provides known optimization targets, while the
latter evaluates the ability to discover additional optimization op-
portunities without predefined references.

2.2 Background and Related Work

RTL generation benchmarks. LLM-based hardware design has
motivated several benchmarks for evaluating RTL generation from
natural-language specifications, such as VerilogEval [17], RTLLM [20],
and OpenLLM-RTL [19]. These benchmarks primarily evaluate syn-
tactic and functional correctness. RTL optimization additionally
requires measuring PPA improvements while preserving the origi-
nal design functionality.

RTL optimization evaluations. Existing RTL optimization
methods are evaluated under different design and toolchain settings.
RTLRewriter [40] and SymRTLo [35] explore RTL rewriting using



Evaluation Workflow
(single-shot: K=1 round
\ iterative: K rounds)
Input
\ Agentic Optimizer
RTL Design i /'i PPA Improve

- 15 wns, TNS, Area
€  Optimized RTL,
)

Open-ended (Dr. RTL)

Optimized
RTLD*

Metrics

Eﬁ Power, #Cells
©=) RTL-OPT only

Human-
Written RTL Dy

» l o Func. Pass Rate
B o == PPA Report i
Suboptimal | | Golden Ref. @ (PPA/slack.txt) __“\is_,_o_n_g_._/_l_ef
RTL Dy RTLDpep | —o=ommommeeee (/) Beat-Ref. Rate
. @ i + RTL-OPT only
(Syn + SEC) Record PPA;, | = r-mo-—m-—--eo
Single-shot LmM-Opt. | 7= 77 T (WNS, TNS, Area) = BestPPA
LLM RTLDym Reference RTL —3 Dr. RTL, k rounds
(refv, RTL-OPT) Select Current Conv. Steps
Reference-based (RTL-OPT) Best RTL 'r";:‘[m Dr. RTL only

Figure 2: Two complementary RTL optimization evalua-
tion settings. Reference-based evaluation measures improve-
ments against human-optimized RTL references, while open-
ended evaluation measures further PPA improvements on
original human-written designs. Both settings assess imple-
mentation quality after synthesis and functional verification.

their respective synthesis and verification workflows. POET [27]
investigates power-oriented optimization, while CODMAS [4] uses
multi-agent collaboration for RTL optimization. Differences in start-
ing designs, optimization objectives, and synthesis tools make their
results difficult to compare directly.

Many existing evaluations use manually degraded RTL, where
optimization aims to recover injected inefficiencies. Such settings
provide controlled tasks, but the measured gains depend on how
degradation is introduced and how effectively synthesis handles the
resulting structures. This motivates complementary benchmarks
that evaluate both known optimization gaps and open-ended im-
provement opportunities under realistic synthesis conditions.

2.3 Reference-Based RTL Optimization:
RTL-OPT

2.3.1  Benchmark Description. RTL-OPT [21] introduces a reference-
based benchmark using paired suboptimal and designer-optimized

RTL implementations. Each task provides a functionally correct but

suboptimal RTL design and a corresponding human-optimized ref-
erence. The benchmark contains 36 handcrafted optimization tasks

covering arithmetic logic, control logic, finite-state machines, and

pipelined datapaths. These tasks are designed to expose RTL-level

optimization opportunities that persist after synthesis.

2.3.2  Evaluation Metrics. RTL-OPT evaluates functional correct-
ness and post-synthesis PPA quality. Candidate implementations
are checked for functional equivalence and synthesized to measure
power, timing, and area, including total power, worst negative slack
(WNS), total negative slack (TNS), cell area, and cell count.

Optimization capability is summarized by two fractions over all
tasks. The first is the fraction of candidates whose PPA outperforms
the suboptimal input, and the second is the fraction whose PPA
outperforms the human-optimized reference. The individual PPA
metrics are still reported alongside these fractions, so that the trade-
offs among different optimization objectives are preserved.

2.3.3  Evaluation Results. Under commercial compile_ultra syn-
thesis, 35 of the 36 human-optimized references outperform their
corresponding suboptimal implementations, confirming that the
benchmark retains meaningful optimization opportunities after

Table 1: Comparison of LLM-based RTL optimization under
(a) reference-based and (b) open-ended evaluation settings.

(a) Reference-based: RTL-OPT

Method H Func. Pass >Subopt. >Ref.
GPT-40-mini 75.0% 19.4% 5.6%
Single-Shot Gemini-2.5 69.4% 30.6% 5.6%
LLM DeepSeek V3 69.4% 27.8% 13.9%
DeepSeek R1 61.1% 41.7% 13.9%

(b) Open-ended: Original RTL
Method || WNs TNS  Area
Single-Shot Claude Opus -2.4% -2.8% -0.7%
LLM GPT 5.3 -1.2% 0.3% 0.6%
SOTA RTLRewriter [40] -4.9% -6.3% -3.1%
Baselines™ SymRTLo [35] -7.1% -5.7% -1.4%
Ours Dr.RTL || -213%  -169% -5.8%

* The iterative RTL optimization baselines use the same backbone LLM, Claude Opus,
as Dr. RTL. >Subopt. and >Ref. indicate the fractions of tasks whose PPA exceeds the
suboptimal input and the human-optimized reference, respectively. In the open-ended
setting, negative percentage changes indicate reductions in timing violations or area.
synthesis. As shown in Table 1, existing LLMs show limited abil-
ity to recover these improvements. The highest fraction of tasks
outperforming the suboptimal input is 41.7%, while only 13.9% ex-
ceed the human-optimized reference. These results highlight the
difficulty of finding RTL transformations that translate into better
implementations under commercial synthesis.

2.4 Open-Ended RTL Optimization Evaluation

2.4.1 Benchmark Description. Open-ended evaluation measures
optimization opportunities remaining in original human-written
RTL implementations, without assuming a known optimized ref-
erence. This setting is introduced and adopted in Dr. RTL [12],
using 20 designs collected from diverse open-source projects, in-
cluding processors, communication interfaces, buffers, and signal-
processing modules. The designs average 812 lines of code and
three modules, with more complex structures and hierarchies than
typical small-scale RTL optimization tasks.

The evaluation uses commercial logic synthesis for implemen-
tation quality and sequential equivalence checking (SEC) for func-
tional correctness. Starting from human-written RTL provides a
more challenging optimization setting, where improvements must
go beyond those already achieved by the synthesis tool.

2.4.2  Evaluation Metrics. The benchmark measures PPA improve-
ments relative to the original RTL after commercial synthesis. Tim-
ing is evaluated using WNS and TNS, while implementation cost is
measured using cell area. SEC verifies that candidate implementa-
tions preserve the original sequential behavior. Power is excluded
from the current optimization objective because reliable power
estimation requires workload-dependent switching activity.

Beyond final PPA, the open-ended setting also supports eval-
uating iterative optimization through functional pass rates and
optimization trajectories. These metrics characterize both the qual-
ity of the optimized implementations and the reliability of the
optimization methods that produce them.

2.4.3  Evaluation Results. As shown in Table 1, open-ended eval-
uation reveals substantial differences in optimization capability
under commercial synthesis. Single-shot LLMs provide limited im-
provements on original human-written RTL, while representative
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Figure 3: Overview of Dr. RTL. The framework coordinates critical-path analysis, parallel RTL rewriting, and tool-based
evaluation. Commercial synthesis provides implementation feedback, while sequential equivalence checking verifies functional
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improvement.

Strategy

iterative baselines achieve average WNS improvements of 4.9%—
7.1%. In comparison, the Dr. RTL optimizer achieves average WNS
and TNS improvements of 21.3% and 16.9%, respectively, with a
5.8% reduction in area.

These results demonstrate that meaningful RTL optimization
opportunities remain beyond commercial synthesis, while their
discovery requires effective optimization methods. The Dr. RTL
framework is detailed in Section 3.

3 AGENTIC RTL OPTIMIZATION WITH
DR. RTL

3.1 Overview

Dr. RTL [12] is a tool-grounded, self-improving agentic framework
for optimizing RTL implementations beyond commercial synthesis.
As illustrated in Figure 4, it automates the iterative optimization
process through interaction with EDA tools and continuously ac-
cumulates reusable optimization knowledge.

The framework combines two complementary components. First,
a multi-agent optimization workflow performs fine-grained critical-
path analysis, parallel RTL rewriting, and tool-based evaluation un-
der sequential equivalence checking (SEC). Second, group-relative
skill learning distills successful and unsuccessful optimization expe-
riences into reusable pattern-strategy skills. Together, these com-
ponents enable agents to explore functionally equivalent RTL im-
plementations, learn from implementation feedback, and improve
subsequent searches without updating the LLM parameters.

3.2 Background and Related Work

RTL optimization explores functionally equivalent implementa-
tions for better post-synthesis PPA. Its effectiveness depends on
downstream synthesis, requiring tool-grounded evaluation and
equivalence checking.

RTL rewriting and optimization. Existing approaches include
verified e-graph rewriting in ROVER [8], LLM-guided rewriting in
RTLRewriter [40], symbolic reasoning in SymRTLo [35], and timing-
oriented transformations [39]. Related studies explore retrieval-
guided circuit optimization [7] and PPA-aware RTL generation [31-
33].

Agentic RTL optimization. Recent methods employ multi-
agent collaboration in CODMAS [4], power-oriented evolutionary
search in POET [27], and LLM-driven evolution in EvolVE [15].
Agentic RTL generation further explores multi-agent design [44],
context evolution [10], and reinforcement learning [43].

Tool feedback and reusable knowledge. Fine-grained RTL
timing analysis [11] localizes implementation bottlenecks, while
sequential equivalence checking [30] ensures correctness. Agen-
tic memory [38] and skill learning [36] enable experience reuse.
Dr. RTL combines critical-path feedback, commercial synthesis, and
group-relative skill learning for self-improving RTL optimization.

3.3 Method: Tool-Grounded Self-Improving
RTL Optimization

Automating RTL optimization. As shown in Figure 3, Dr. RTL
formulates RTL optimization as an iterative, tool-grounded search.
Starting from an original human-written RTL implementation,
Dr. RTL searches for functionally equivalent designs with better tim-
ing and area under a fixed commercial synthesis flow. The optimiza-
tion preserves pipeline latency and micro-architectural behavior
while allowing combinational and sequential RTL transformations.

The framework coordinates three specialized agents: (1) a timing
analysis agent that examines post-synthesis timing reports, maps
critical paths to RTL structures, and diagnoses bottlenecks; (2) an
RTL optimization agent that generates multiple candidate transfor-
mations in parallel; and (3) an evaluation agent that runs commer-
cial synthesis and SEC to obtain PPA and correctness feedback. An
orchestrator coordinates these agents, records optimization trajecto-
ries, and selects the best equivalent candidate for the next iteration.

This closed-loop workflow connects optimization decisions di-
rectly to measured implementation quality. Fine-grained timing
analysis identifies specific bottlenecks, such as deep combinational
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Figure 5: Optimization trajectories of Dr. RTL across iterations for two designs (router and pcie). WNS, TNS, area, and optimiza-
tion score improve over successive iterations while preserving functional equivalence. The skill-enhanced variant converges
faster and achieves better PPA than the variant without learned skills.

paths, high-fanout signals, and complex control-data interactions.
Parallel exploration evaluates different transformations under the
same design constraints, while SEC ensures that selected imple-
mentations preserve functionality.

Learning reusable optimization skills. Beyond optimizing in-
dividual designs, Dr. RTL learns reusable knowledge from previous
optimization attempts. Each trajectory records the diagnosed bottle-
neck, applied RTL transformation, and resulting PPA and SEC out-
comes. Because optimization effects depend on the design and syn-
thesis environment, Dr. RTL introduces group-relative skill learning
to identify effective transformations under comparable conditions.

Candidates generated from the same parent RTL are compared
using their relative optimization outcomes. A skill-learning agent
analyzes these comparisons and extracts reusable pattern—strategy
pairs. Patterns describe recurring bottlenecks, such as deep decode
logic, high fanout, or mux-heavy selection, while strategies describe
corresponding transformations, such as condition pre-computation,
signal replication, or arithmetic restructuring.

The extracted skills are stored in a confidence-aware library, with
their reliability updated using empirical PPA improvements and
SEC results. Successful strategies are prioritized for reuse, while in-
effective or invalid transformations are recorded to avoid repeated
exploration. When optimizing a new design, the agent applies rele-
vant learned skills or explores new transformations when no suit-
able skill is available. The resulting experience further updates the
library, creating a continual self-improvement loop.

3.4 Experimental Results

Experimental setup. We evaluate Dr. RTL on 20 original human-
written Verilog designs covering processors, communication inter-
faces, buffers, signal-processing modules, and other digital systems.
The designs contain 812 lines of RTL on average. We use Synop-
sys Design Compiler for commercial synthesis, the Nangate 45 nm
standard-cell library [29], and Cadence JasperGold SEC [30] for
verification. Each design is optimized over 10 iterations with five
parallel candidates per iteration.

RTL optimization performance. As summarized in Table 1,
Dr. RTL improves timing on all 20 designs, achieving average WNS
and TNS improvements of 21.3% and 16.9%, respectively, with a
5.8% reduction in area over commercial synthesis. Nine designs
achieve Pareto improvements in timing and area, and the average

SEC pass rate is 86%. These results demonstrate substantial RTL
optimization opportunities beyond commercial synthesis, even for
original human-written designs. We also visualize the optimization
trajectory in Figure 5.

Compared with RTLRewriter [40] and SymRTLo [35] under the
same commercial evaluation flow, Dr. RTL achieves substantially
larger timing improvements. The iterative baselines use the same
backbone LLM and optimization budget, supporting the benefit of
tool-grounded multi-agent exploration and reusable optimization
knowledge.

Skill generalization and interpretability. We evaluate cross-
design skill transfer through four-fold cross-validation, learning
skills from 15 designs and applying them to five unseen designs
in each fold. Dr. RTL extracts 47 pattern—strategy entries: 12 high-
confidence, 16 medium-confidence, six low-confidence, and 13 avoid
strategies. As illustrated in Figure 6, these skills connect critical-
path patterns with optimization strategies and their empirical out-
comes, providing interpretable knowledge for future searches.

Overall, Dr. RTL demonstrates two complementary capabilities:
autonomous RTL optimization through commercial EDA feedback
and continual improvement through reusable optimization knowl-
edge. While Dr. RTL explores alternative implementations under
a fixed synthesis procedure, the next section extends agentic opti-
mization to the synthesis procedures themselves.

4 AGENTIC SYNTHESIS OPTIMIZATION AND
ALGORITHM DISCOVERY

4.1 Overview

Beyond RTL optimization, further PPA improvements can be achieved
by optimizing the synthesis procedures themselves. We investigate
two complementary levels of design-specific synthesis optimization:
(1) agentic script tuning, which explores the configuration space
of commercial synthesis tools through tool-grounded search and
reusable optimization skills, and (2) synthesis algorithm discovery,
which develops customized optimization procedures for individ-
ual designs. These approaches extend agentic optimization from
hardware implementations to the algorithms that produce them,
enabling a broader exploration of the RTL-synthesis optimization
space.
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[1.1 Condition Pre-Computation]
Pattern: Repeated comparison / complex condition
Strategy: Extract (signal == value) comparison to wire

Template // AFTER

wire a_is_b = (a==b);

wire c_is_d = (c==d);

if (a==b && c==d) .. wire c_is_e = (c==e);

if (a==b && c==e) .. always @(*) begin
end if (a_is_b && c_is_d) ..
if (a_is_b && c_is_e) ..

end

[1.2 Balanced Reduction Tree]

Pattern: Serial addition chain

Strategy: Pairwise partial sums

// BEFORE
always @(*) begin

// AFTER
Template wire [W-1:0] 50, s1;
// BEFORE assign s0 = a+b;
assign y = assign sl = c+d;

((a+b) +c)+d;

[2.1 Predicate Before Mux]
Pattern: Wide data mux followed by comparison
Strategy: Compare in parallel, then select

assign y = s0+sl;

Template

// BEFORE // AFTER

wire [7:0] d = s?a:b; wire ea = (a == ¢c);
wire eq = (d == ¢c); wire eb = (b == ¢c);

wire eq = s ? ea : eb;

Pattern: Unused upper bits in a pipeline stage

Strategy: Zero-extend the proven active range

Template

// BEFORE (same stage) // AFTER (same stage)

.data_in(D1[26:9]) .data_in({8'd0,
D1[18:9]})

Figure 6: Distilling hierarchical optimization trajectories into a reusable skill library. Trajectories are organized across iterations,
parallel candidates, and critical paths, supporting the extraction of optimization strategies with different confidence levels and

associated transformation templates.
4.2 Background and Related Work

Logic synthesis transforms RTL into a technology-mapped netlist
through intermediate representations, technology-independent op-
timization, and technology mapping [3, 14]. Existing research im-
proves these procedures through technology-aware rewriting [6],
equality saturation [5, 41], learning-guided synthesis [22], and tech-
nology mapping optimization [24]. We focus on two complementary
directions for adapting synthesis to individual designs.

Synthesis flow tuning. Flow tuning optimizes the configu-
rations and sequences of existing synthesis operations. SynTun-
Sys [45] automates synthesis parameter exploration, while FIST [37]
uses feature importance to guide parameter selection. FlowTune [23]
explores logic optimization flows through bandit-based search, and
FlowTuner [16] uses knowledge transfer for multi-stage EDA flow
tuning. These studies demonstrate the benefits of adapting synthe-
sis configurations to different designs. Recent advances in Al agents
create further opportunities for autonomous strategy selection, tool
interaction, and learning reusable optimization knowledge.

Synthesis algorithm discovery. AlphaEvolve [25] demonstrates
the feasibility of Al-driven algorithm discovery through evaluator-
guided code evolution. Building on this paradigm, Self-Evolved
ABC [42] applies multi-agent code evolution to improve general-
purpose logic synthesis algorithms. However, circuit structures and
optimization bottlenecks vary across designs, and general-purpose
algorithms may leave design-specific optimization opportunities
unexplored. With increasingly capable and inexpensive Al coding,
we envision customizing synthesis algorithms for each individ-
ual design to explore its optimization space more thoroughly and
achieve better PPA.

4.3 Method: Agentic Script Tuning and
Algorithm Discovery

Figure 7 illustrates two levels of agentic synthesis optimization.
Script tuning explores the configuration space of an existing syn-
thesis engine, while algorithm discovery expands the search space

Syn Script Tuning

<= LAD
o— prpu—
- ppu—
Flow Path Reg Script
options group retime edits

Syn Algorithm Discovery
‘ IR

Tech- Tech Algorithm)
ind. opt map edits

Syn opt
memory

Iterative optimization

Figure 7: Our two levels of agentic synthesis optimization:
script tuning for the commercial tool and design-specific
algorithm discovery for the open-source tool.

by modifying the underlying optimization procedures. Both ap-
proaches follow a feedback-driven process under fixed RTL, tech-
nology libraries, and design constraints.

Agentic synthesis flow tuning. Our first approach extends
Dr. RTL with a synthesis-strategy agent that explores design-specific
configurations of Synopsys Design Compiler (DC). Starting from
the strong commercial compile_ultra flow, the agent analyzes tim-
ing bottlenecks, register connectivity, and previous optimization
outcomes to identify opportunities for improving synthesis scripts.

The framework follows an agentic workflow of analysis, strat-
egy generation, tool-based evaluation, and skill learning. The agent
explores alternative synthesis configurations, evaluates their PPA
through commercial synthesis, and uses the resulting feedback to re-
fine its scripts. The search considers interactions between different
synthesis operations, allowing optimization effort to be allocated
according to the characteristics and critical paths of each design.

To support self-improvement, the agent also accumulates synthe-
sis optimization skills. These skills capture effective configuration
strategies, their applicable circuit characteristics, and their observed



Table 2: Results of (a) commercial DC script tuning and (b)
open-source synthesis algorithm discovery. Baselines are
Dr. RTL’s best RTL under compile_ultra and agent-tuned
Yosys+ABC, respectively. Positive percentages indicate im-

provement. Mean is arithmetic.
(a) Synthesis script tuning

Baseline Reduction T
Design WNS INS  Area WNS  TNS  Area
(ns) (ns)  (pm?)
FIFO —0.45  —1801.81 34987  7.0%  2.5% 0.1%
SHA3 —-0.74 —1494.83 33639 4.1% 12.9% —-0.2%
SPI —0.24 —25.67 1881 6.9%  14.8% 0.5%
UART —-0.35 —22.40 1035 3.9% 5.8% 0.2%
ctrl -0.35 —548.55 17259 10.4% 6.4% -7.3%
arm_cpul —-2.21 —2002.67 24785 9.5% 17.0% —-1.6%
arm_cpu?2 —-0.86 —-597.70 13342 11.8% 18.9% —4.7%
i2c —-0.33 —28.05 1369 6.1% 10.2% 0.7%
Mean ~0.69 -815.21 16037  7.4% 11.1% -1.6%

(b) Algorithm discovery

Baseline Reduction T
Design Area Delay Area Delay ADP
(um?) (ns)
picorv32 18200 0.56 12.2% 2.7% 14.6%
aes128 15458 0.60 10.0% 1.2% 11.1%
sha256 15075 1.11 3.6% 22.8% 25.6%
spi_master 2999 0.67 16.5% 20.0% 33.2%
sasc_uart 958 0.29 11.1% 14.3% 23.8%
usb_phy 799 0.26 11.8% 8.2% 19.0%
wb_conmax 26610 0.60 10.3% 3.5% 13.4%
vga_led 129958 1.00 8.9% 0.0% 8.9%
Mean — — 10.6% 9.1% 18.7%

PPA outcomes. The accumulated knowledge guides subsequent op-
timization attempts, extending Dr. RTL’s skill-based learning from
RTL transformations to synthesis strategies. This enables agents
to systematically explore the capabilities of commercial synthesis
tools while reusing experience across designs.

Design-specific synthesis algorithm discovery. Our second
approach expands the optimization space from synthesis config-
urations to synthesis algorithms. In principle, a synthesis engine
capable of finding the globally optimal implementation within the
allowed design space would eliminate the need for separate RTL
optimization within that same space. In practice, existing synthesis
algorithms are limited by their circuit representations, available
transformations, search heuristics, and computational budgets. Con-
sequently, RTL optimization can expose better implementations
that existing synthesis procedures fail to discover directly.

This observation motivates a broader direction: improving the
synthesis algorithms themselves. As Al coding becomes increasingly
powerful and inexpensive, we can trade additional optimization
time for better PPA by developing a customized synthesizer for each
design. Rather than requiring a single algorithm to work well across
all circuits, agents can specialize synthesis procedures to exploit
the structural characteristics and optimization opportunities of the
target design. The objective is to explore the available implemen-
tation space more thoroughly and approach better design-specific
PPA solutions.

We explore algorithm discovery across three synthesis stages,
as illustrated in Figure 7:

o Intermediate representation (IR). Agents explore circuit repre-
sentations and decomposition procedures that expose design-
specific structures and optimization opportunities.

o Technology-independent optimization. Agents develop rewrit-
ing, factoring, restructuring, and logic-sharing algorithms
tailored to the target circuit.

o Technology mapping. Agents adapt functional matching, cov-
ering, and cell-selection algorithms to improve area and
timing under the target technology library.

The three stages provide complementary optimization freedom,
from choosing circuit representations to transforming logic struc-
tures and selecting physical cells. Exploring them together allows
agents to discover optimization procedures that are particularly
effective for individual designs.

Algorithm discovery follows a verification-guided code evolution
loop. The agent modifies executable synthesis code, regenerates a
netlist from the original RTL, checks functional equivalence, and
evaluates area and delay. Critical-path and implementation feedback
guide subsequent algorithm revisions, while successful program
variants are retained. The resulting customized synthesizer can
reproduce the optimized implementation from the original RTL.

4.4 Evaluation Results

We evaluate the two approaches on eight designs each, using com-
mercial and open-source synthesis environments, respectively. Script
tuning targets Synopsys Design Compiler, while algorithm dis-
covery uses Yosys+ABC. Both experiments use fixed RTL, design
constraints, and the Nangate 45 nm technology library.

Commercial synthesis script tuning. We evaluate script tun-
ing on RTL already optimized by Dr. RTL, using DC compile_ultra
as the baseline. The agent explores path grouping through group_path
and retiming through optimize_registers, combining four strate-
gies for each in a 4 X 4 search matrix. We perform five additional
search rounds using WNS, TNS, and area feedback.

As shown in Table 2(a), script tuning improves WNS and TNS
on all eight designs, with average improvements of 7.4% and 11.1%,
respectively, at a 1.6% average area overhead. These results demon-
strate further timing optimization opportunities beyond Dr. RTL
under commercial synthesis.

Open-source synthesis algorithm discovery. We compare
design-specific algorithm evolution with agent-tuned Yosys+ABC.
Each evolved synthesis program must generate a functionally equiv-
alent netlist from the original RTL.

As shown in Table 2(b), algorithm discovery achieves average
reductions of 10.6% in area, 9.1% in delay, and 18.7% in area—delay
product (ADP), with seven of eight designs improving both area and
delay. These results demonstrate the potential of design-specific
algorithms to improve PPA beyond agent-tuned general-purpose
synthesis flows.

Together, these experiments show the benefits of agentic opti-
mization at both the synthesis configuration and algorithmic levels,
motivating joint exploration of RTL implementations and EDA
optimization procedures.



5 FUTURE VISION: TOWARD
VERIFICATION-GUIDED AGENTIC DSE

5.1 Hierarchical Optimization Spaces

Existing Al-driven hardware optimization methods largely focus
on individual design stages, such as architectural exploration, RTL
optimization, or synthesis tool optimization. However, these stages
are closely coupled, and optimizing them independently limits the
available design space. We envision a broader cross-layer opti-
mization space organized across three levels: architecture, RTL
implementation, and EDA algorithms, as illustrated in Figure 8. At
the architectural level, the design space covers microarchitectures,
dataflows, and resource organizations [1, 2]. At the RTL level, it
includes logic restructuring, resource sharing, and sequential trans-
formations. At the EDA tool level, it covers synthesis and physical
design configurations, transformations, and algorithms.

These spaces interact across abstraction levels: architectural de-
cisions shape the RTL implementation space, while synthesis and
physical design procedures influence the achievable PPA of different
implementations. Joint exploration can therefore discover optimiza-
tion opportunities that are difficult to identify when each stage is
optimized independently. Clearly defining these spaces and their
relationships provides a foundation for cross-layer agentic DSE.

5.2 Verification-Constrained Optimization
Freedom

Cross-layer optimization requires a clear definition of what must
be preserved and what can be changed at each level. We envision
verification constraints that separate verified invariants from opti-
mization freedom. Architectural exploration preserves functional
behavior and interface requirements, RTL optimization preserves se-
quential behavior, and EDA algorithm optimization ensures netlist
correctness and implementation constraints. These requirements
can be checked through simulation, equivalence checking, or other
verification techniques.

Importantly, cross-layer exploration may involve coordinated
changes across multiple design stages. Explicit verification con-
straints define which changes are valid and help maintain correct-
ness as optimization moves between architecture, RTL, and EDA
algorithms. This enables agents to explore a broader joint optimiza-
tion space with reliable correctness feedback.

5.3 Toward Self-Improving Agentic
Design-Space Exploration

Moving from single-stage optimization to cross-layer DSE intro-
duces a substantially larger and more interconnected search space.
Al agents offer opportunities to coordinate optimization across ab-
straction levels using circuit characteristics, implementation feed-
back, and accumulated experience. However, effective exploration
requires deciding which design levels to optimize, how to coordi-
nate transformations, and how to allocate search effort across the
joint space.

This raises an important research question: How can Al agents
continuously improve their DSE capabilities across interconnected
hardware design spaces? Future research can explore adaptive cross-
layer optimization strategies and the reuse of knowledge learned
from previous searches, including effective transformations, search

Cross-Layer Opt Space
Architecture RTL Code EDA Algorithm
‘{:} p-arch, dataflow logic, register ] {’é} syn, P&R ’
Verification-Constrained Opt Freedom

Behavior Sequential Netlist
v
‘ @ Reference 515 Equivalence Equivalence

Agentic Design Space Exploration
| @ > @)~ J
C (@ Evaluatgw(.“ Explore)

Function & PPA feedback-driven search

Self-Improvement
Search New ’

Opt
‘ A’ strategies m skill H <> algorithm

\ J

Figure 8: Future vision of self-improving cross-layer agentic
DSE. Optimization spans architecture, RTL, and EDA algo-
rithms, with verification defining the allowable freedom at
each level. Tool feedback and reusable knowledge support
continual improvement across design stages.

policies, and optimization algorithms. Ultimately, we envision self-
improving Al-native EDA systems that jointly optimize hardware
architectures, RTL implementations, and the EDA procedures used
to realize them.

6 CONCLUSION

This paper presents three connected directions toward autonomous
RTL and synthesis optimization: realistic benchmarking, agentic
tool-grounded RTL optimization, and design-specific synthesis op-
timization. We introduce complementary benchmarking settings
to evaluate meaningful PPA improvements beyond synthesis, and
present Dr. RTL, a self-improving agentic framework that achieves
substantial timing and area improvements over commercial synthe-
sis. We further demonstrate the potential of agent-driven synthesis
flow tuning and design-specific algorithm discovery for additional
PPA gains. Looking ahead, we envision verification-guided agentic
DSE across architecture, RTL, and EDA algorithms. By organizing
optimization spaces, defining verification constraints, and accu-
mulating reusable optimization knowledge, future agents can pro-
gressively improve both hardware implementations and the EDA
procedures that realize them.
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