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ABSTRACT

As Al agents become increasingly capable of generating and opti-
mizing hardware circuits, ensuring the correctness of Al-generated
designs becomes more important. Meanwhile, advances in Al lower
the barriers to developing and applying formal methods, creating
new opportunities to automate and improve hardware verification.
This invited paper presents an overview of the methodologies and
applications of hardware formal methods in the Al era. First, we
examine how agentic Al advances hardware formal methods across
three levels: specification, proof construction, and reasoning en-
gines. Second, we discuss how formal methods support reliable AI-
driven hardware development through RTL generation, debugging,
and correctness-preserving optimization. We review representative
research alongside our recent contributions, highlighting key tech-
nical advances and insights from experimental results. Finally, we
discuss future research opportunities toward proof-native hardware
development, where formal reasoning could become an integral
part of autonomous hardware design.

1 INTRODUCTION

Recent advances in large language models (LLMs) and Al
agents are reshaping hardware development. Designers can
increasingly express requirements in natural language and rely on
Al agents to generate, debug, and optimize RTL implementations.
We refer to this emerging paradigm as agentic hardware develop-
ment. As Al capabilities improve, agents can explore larger design
spaces and perform increasingly complex design tasks with less
human intervention. This trend creates new opportunities for more
automated and efficient hardware development.

Growing Al capabilities increase the demand for formal
verification while creating new opportunities to advance for-
mal methods. As shown in Figure 1, Al agents can generate and
modify more hardware designs, increasing the number of design de-
cisions that require correctness checking. Formal methods provide
rigorous guarantees that implementations satisfy their formal spec-
ifications. Meanwhile, developing and applying formal methods
traditionally requires substantial expertise in specification, proof
construction, and algorithm design. Advances in Al can reduce these

TEqual Contribution
*Corresponding Author (eezhiyao@ust.hk)

This work is licensed under a Creative Commons Attribution 4.0 International License.
ASPDAC 27, January 25-28, 2027, Tokyo, Japan

© 2027 Copyright held by the owner/author(s).

ACM ISBN 979-8-4007-2923-2/2027/01

https://doi.org/10.1145/3840404.3860940

Greater Need
for Verification

More Generated
Hardware

1 ) Formal
Stronger Al il {:}ﬁi:} L
Become
Much Easier Formal Verification Al-Native
” .lII Method Develop Application
[Section 3] [Section 4]
=53 N 4
% Scalablllt?/ @ Less expertise %
(O utomation More flexible
= Efficiency integration

Figure 1: Advances in Al make hardware generation and opti-
mization more accessible, increasing the demand for formal
verification. Meanwhile, Al lowers the barriers to developing
and applying formal methods, creating opportunities to inte-
grate formal reasoning into agentic hardware development.

barriers by automating verification tasks, guiding formal reasoning,
and accelerating the development of verification algorithms.

This invited paper reviews the methodology and appli-
cations of hardware formal methods in the Al era through
two perspectives: (1) Part I (Methodology): Agentic Al for Hard-
ware Formal Methods examines how Al advances formal verification
methodologies, improving their automation, efficiency, and scala-
bility. (2) Part II (Application): Formal Methods for Agentic Hardware
Development examines how formal verification supports reliable
Al-driven hardware generation, debugging, and optimization. To-
gether, these parts provide a systematic view of recent progress
and emerging opportunities for hardware formal methods.

Part I (Methodology) organizes recent advances in agentic
Al for hardware formal methods into three levels: specifi-
cation, proof construction, and reasoning engines. (1) Spec-
ification: Al supports assertion generation, specification quality
evaluation, and the development of executable behavioral specifi-
cations. (2) Proof construction: Al agents guide model checking and
automate theorem proving through semantic guidance, lemma gen-
eration, and proof reuse. (3) Reasoning engines: Al agents discover
and optimize reusable algorithms and heuristics for SAT solving and
model checking. These levels cover the development of correctness
specifications, the construction of proofs, and the improvement of
underlying reasoning algorithms.

Part II (Application) examines three applications of for-
mal methods in agentic hardware development: generation,
debugging, and optimization. (1) Generation: Formal properties,
executable models, and proof feedback guide RTL construction and
correction. (2) Debugging: Formal counterexamples and verifica-
tion results support root-cause diagnosis and targeted repair. (3)
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Figure 2: Overview of our taxonomy of hardware formal
verification methodology and application.
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Optimization: Formal equivalence checking enables correctness-
preserving transformations guided by PPA feedback. These applica-
tions demonstrate how formal verification can provide continuous
correctness feedback throughout Al-driven hardware development.

We present a systematic review of recent advances, sup-
ported by representative research, experimental results, and
our own contributions. Our main contributions are summarized
as follows:

e Methodology: Agentic Al for Hardware Formal Meth-
ods. We present a taxonomy of Al-driven advances in for-
mal specification, proof construction, and reasoning engines,
highlighting their technical progress and challenges.

e Application: Formal Methods for Agentic Hardware
Development. We organize formal-guided approaches to
RTL generation, debugging, and optimization, examining
their roles in improving hardware design reliability.

o Research Progress and Insights. We review representative
studies and our recent contributions, using experimental re-
sults and case studies to identify key advances and remaining
challenges.

o Future Research Directions. We discuss opportunities in
intent-aligned specifications, scalable and reusable proving,
and proof-native hardware development.

We envision formal methods becoming a native part of
Al-driven hardware development. Advances in requirements
engineering can support more complete and intent-aligned formal
specifications, while Al-native verification techniques can improve
proof automation, efficiency, and scalability. Integrating these ca-
pabilities into hardware generation, debugging, and optimization
can enable proof-native development, where Al agents make in-
creasingly autonomous design decisions supported by machine-
checkable correctness guarantees.

Table 1: Our AssertLLM2 [41] benchmark statistics and eval-
uation metrics.

Statistic Value ‘ Eval. Dimension Metric

Design Scale 83 Syntax Check Compile Pass
Func. Categories 13 Formal Provability FPV Proven Rate
Avg. RTL Scale 2.9k LoC Coverage COI/Formal/Proof
Avg. Spec Scale 10k tokens | Mutation Testing ~ Mutant Kill Rate

2 PARTI(METHODOLOGY): AGENTIC AI FOR
HARDWARE FORMAL METHODS

Hardware formal verification involves three closely related levels:
specifying the intended behavior, constructing proofs against the
specification, and executing the underlying reasoning algorithms.
Each level presents a distinct challenge and opportunity for agentic
Al As illustrated in Figure 3, (1) Formal specification (Section 2.1)
defines what needs to be verified, with AI helping generate and
validate correctness targets aligned with designer intent; (2) Proof
construction (Section 2.2) determines how to establish correctness
for a given verification task, with Al guiding model checking and
theorem proving through semantic hints, invariants, and lemmas;
and (3) Reasoning engines (Section 2.3) provide the underlying com-
putational capabilities, with Al discovering reusable algorithms and
heuristics to improve solving efficiency. These three levels connect
the correctness target, task-specific proof strategies, and general-
purpose reasoning algorithms. Table 2 summarizes representative
research in these directions.

2.1 Formal Specification: Capturing Design
Intent

Al-assisted hardware specification is evolving from automated as-
sertion generation toward more complete and reliable formal speci-
fications. A central challenge is to establish proof targets that accu-
rately capture designer intent and provide sufficient behavioral cov-
erage. We discuss two complementary directions: property-based
and reference model-based specification.

2.1.1  Property-based Specification. Property-based specification
expresses functional and temporal requirements through formal
assertions. Recent research has progressed from automated asser-
tion generation toward improving the quality, coverage, and bug-
detection effectiveness of generated properties.

Traditional Background. Property-based verification expresses
functional and temporal requirements through assertions, such as
SystemVerilog Assertions (SVA) [15, 17]. As illustrated in Figure 2,
formal property verification (FPV) checks whether an implemen-
tation I satisfies a property P, written as I |= P. Traditionally,
engineers manually translate design requirements into assertions,
requiring expertise in hardware behavior and temporal logic. The
effectiveness of verification depends on the correctness and behav-
ioral coverage of these properties.

Al-based Methods. Early research explored automating as-
sertion generation from natural-language specifications. Our As-
sertLLM framework was among the early efforts to generate SVA
from complete specification documents, extracting functional and
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Figure 3: Three levels of agentic Al for hardware formal methods. Al supports specification generation and intent clarification,

guides task-specific proof construction through model checking and theorem proving, and improves reusable reasoning

algorithms through agentic discovery.

temporal requirements from text and waveform diagrams [45].
Recent approaches further improve generation through learned
grammars, retrieval, specialized language models, and RTL-aware
specification analysis [3, 14, 17, 31, 42].

As assertion generation becomes increasingly automated, evalu-
ating the quality of generated properties becomes a central chal-
lenge. Syntactic correctness and formal provability alone provide
limited evidence of verification effectiveness. Coverage and bug-
detection capability offer additional measures of assertion quality.
Coverage-guided approaches such as LASSO [1] and CoverAssert [40]
use verification feedback to expand property coverage. Benchmarks
including FVEval [21] and AssertionBench support systematic eval-
uation of generated assertions [32].

Our Work and Insights. Our AssertLLM2 [41] benchmark eval-
uates assertion quality across 83 designs through syntax checking,
formal verification, coverage analysis, and mutation testing. Table 1
summarizes its statistics and evaluation metrics. Claude Sonnet 4.5
achieves 93.04% syntax success and 65.65% structural reach, but
only 23.30% proof coverage and an 11.69% bug-kill ratio. These
results reveal a substantial gap between generating valid assertions
and achieving effective verification. They motivate coverage-driven
generation and evaluation methods that measure how well proper-
ties detect incorrect hardware behavior.

2.1.2  Reference Model-based Specification. Reference model-based
specification describes expected hardware behavior through exe-
cutable models. It provides a broader correctness target for equiva-
lence and refinement checking, complementing the selected behav-
iors expressed by individual assertions.

Traditional Background. Reference model-based verification
describes expected hardware behavior through executable models,
such as RTL, C/C++, or Lean. As illustrated in Figure 2, formal
equivalence verification (FEV), including combinational equiva-
lence checking (CEC) and sequential equivalence checking (SEC),
establishes behavioral equivalence between an implementation I
and a reference R, written as I = R [23, 28, 38]. Refinement check-
ing establishes that an implementation conforms to an abstract
reference model, written as I T R [6, 11, 43]. These approaches
provide broader behavioral correctness targets, but constructing
reliable reference models requires accurately defining state transi-
tions, interfaces, timing, and functional semantics.

1. Complete verification target

Property checking

// reset behavior

assert property (@ (posedge clk)
reset |-> result == 0);

// valid timing (latency = 4)

assert property (@ (posedge clk) v
i en |-> ##4 o_en);

v

Missing functional relation x
(e.g., result = a + b)

All checked properties pass,
but RTL can still be functionally wrong.
2. Unbounded temporal scope
Bounded model checking

Bound Result
for (int k=0; k<N; k++)

. 32 | PASS
begin
assert (counter_spec) ; 128 | PASS
end
1001 FAIL

No counterexample within the bound,

Executable reference model

-- Spec in Lean 4 --
def step (s:State):State :=
{update pipeline registers}
def output (s:State):Output :=
if s.valid
then s.a + s.b
else 0

Defines the full in-state—out behavior; any
functional mismatch is caught.

Inductive refinement

-- Proof in Lean 4 --

theorem refines : V t 2 0,
R(Spec.stept(sq) ,
RTL.step*(sg)) A Spec.out(sg)
= RTL.out(sg) :=

by -- induction

Proves correctness for all finite executions.

but fails later (e.g., at cycle 1001).

Figure 4: Two key dimensions of hardware formal verifica-
tion: specification completeness and proof completeness. Ex-
ecutable reference models can capture broader intended be-
havior, while unbounded proofs establish correctness across
all execution depths.

Al-based Methods. Recent advances in LLMs create opportuni-
ties to support the construction, validation, and use of executable
hardware specifications. FormalRTL uses a supplied C reference
model to guide RTL generation and correction through equivalence
checking [22]. HINT introduces an executable hardware-intent
representation with specification-level checking and correctness
obligations for RTL lowering [5]. These approaches demonstrate
how executable specifications can provide explicit behavioral tar-
gets for Al-driven hardware development.

Results and Insights. As illustrated in Figure 4(1), individ-
ual assertions may leave functional relationships unchecked even
when all specified properties pass. Executable reference models
can describe broader input-state—output behavior and support
equivalence or refinement checking. Their effectiveness depends
on accurately capturing designer intent, including state transitions,
timing, and interface behavior. Automating the construction and
validation of reliable formal executable specifications remains an
important research opportunity.



Table 2: Representative research in agentic Al for hardware formal methods.

Category Direction Representative Work Key Contribution
AssertLLM [45] Automates SVA generation from specification documents and waveform.
Property- AssertLLM2 [41] Evaluates assertion quality via formal verification, coverage, and mutation testing.
F 1 bass d Y AssertionForge [3] Combines specification and RTL context for assertion generation.
S;:Iclilg cation LASSO [1] Uses formal feedback to improve assertion coverage.
FVEval [21] Benchmarks assertion generation using syntax and formal verification.
Reference FormalRTL [22] Uses a supplied C reference model to guide RTL generation and equivalence-
model-based based correction.
HINT [5] Introduces an executable hardware-intent representation with specification-level
checking and explicit RTL-lowering obligations.
LLM4PDR [18] Generates semantic predicates and clauses to guide word-level PDR.
Agentic MC CIl [34] Iteratively generates supporting invariants from counterexamples to induction.
Proof Agentic-IC3 [10] Uses evolving proof states and solver feedback to guide IC3 proof search.
Construction
CktFormalizer [44] Combines typed circuit representations with interactive equivalence proving.
Agentic TP Rtl2lean [26] Translates RTL into Lean models and constructs correctness theorems.
CircuitProver [46] Automates hardware property proving through compositional reasoning and
reusable Lean proofs.
AutoSAT; AutoModSAT [35,36] Discovers and optimizes SAT solver heuristics through LLM-driven search.
Reasoning SAT solving AESAT [25] Combines LLM-guided heuristic optimization with evolutionary search.
Engines SATLUTION [47] Extends algorithm discovery to repository-level SAT solver code evolution.
Model checking IC3-Evolve [27] Discovers reusable IC3/PDR heuristics through offline code evolution and cor-

rectness validation.

2.2 Proof Construction: Agent-driven Formal
Reasoning

Agent-driven formal reasoning aims to improve the automation,
efficiency, and scalability of hardware formal verification. Al
agents use design semantics and verification feedback to guide proof
search, construct supporting lemmas, and reuse verified knowledge.
We discuss two complementary directions: agentic model checking
and agentic theorem proving.

2.2.1 Agentic Model Checking. Agentic model checking uses high-
level hardware semantics and verification feedback to improve the
efficiency of traditional model checking algorithms.

Traditional Background. Model checking (MC) automatically
reasons about hardware state spaces to verify correctness properties.
As illustrated in Figure 2, verification can cover bounded or un-
bounded executions. Bounded model checking (BMC) searches for
counterexamples within a finite depth using SAT/SMT solving [4,
30]. Unbounded techniques, including k-induction and IC3/PDR,
establish correctness over all reachable states through inductive
reasoning [9, 16, 33, 48]. These methods provide a high degree of
automation, but their efficiency often depends on discovering useful
invariants and managing large state spaces.

Al-based Methods. Recent approaches introduce LLM-generated
semantic guidance through two strategies. (1) Pre-search guidance:
LLM4PDR generates predicates, clauses, and helper assertions to
guide word-level PDR, with candidate hints validated by the un-
derlying model checker [18]. (2) Feedback-driven guidance: CIll iter-
atively generates supporting invariants from counterexamples to
induction (CTlIs), while Agentic-IC3 interacts with evolving proof

states to propose semantic lemmas and guide clause generaliza-
tion [10, 34]. These approaches allow model checking to incorporate
design-specific semantic knowledge during proof search.

Results and Insights. Recent studies report improved verifica-
tion performance on challenging arithmetic and processor designs
using LLM-generated semantic guidance [10, 18, 34]. High-level
RTL semantics can help identify useful invariants and functional
relationships that are difficult to discover through conventional
search alone. Pre-generated hints introduce limited inference over-
head, while interactive agents can adapt to evolving proof states.
Balancing semantic guidance quality, proof-search efficiency, and
inference cost remains an important challenge for larger designs.

2.2.2  Agentic Theorem Proving. Agentic theorem proving auto-
mates machine-checked correctness proofs through proof planning,
lemma generation, and compositional reasoning. An emerging di-
rection is to accumulate and reuse verified proof knowledge across
hardware verification tasks.

Traditional Background. Theorem proving (TP) constructs
machine-checked correctness proofs using proof assistants such as
Coq and Lean. As illustrated in Figure 2, theorem proving supports
mathematical induction, expressive specifications, and composi-
tional reasoning [6, 19]. For example, Kami uses Coq to establish
modular correctness properties for parameterized hardware de-
signs [6]. Compared with automated state-space exploration, theo-
rem proving allows explicit reasoning over abstract state relations,
parameterized designs, and reusable lemmas. However, traditional
theorem proving requires substantial human expertise in formal
modeling, proof decomposition, and interactive proof construction.



Agentic Methods. Recent approaches use LLM agents to auto-
mate hardware formalization and proof construction. CktFormalizer
combines typed circuit representations with interactive theorem
proving, while Rtl2]lean translates RTL into Lean models and con-
structs hierarchical correctness theorems [26, 44]. These approaches
use proof-assistant feedback to guide lemma generation, proof de-
composition, and iterative repair. They also create opportunities
for compositional proving and reusable proof libraries.

Our Work. CircuitProver [46] combines hardware-aware proof
planning with a reusable Lean library for circuit property veri-
fication. The agent generates supporting lemmas, repairs failed
proofs using Lean feedback, and reuses verified theorems and proof
strategies. Compositional reasoning enables the construction of
higher-level correctness proofs from verified component properties.

Results and Insights. CircuitProver [46] completes all 63 evalu-
ated tasks, compared with 58 for its baseline, while reducing average
proof rounds from 9.2 to 4.6. These results demonstrate the benefits
of structured proof construction and reusable proof knowledge.
As hardware complexity increases, automatically discovering in-
ductive invariants, intermediate lemmas, and compositional proof
structures becomes increasingly important. A promising direction
is to develop agentic proving systems that continuously build and
reuse machine-checked hardware proof libraries.

2.3 Reasoning Engines: Agentic Algorithm
Discovery

Developing efficient reasoning engines traditionally requires sub-
stantial expertise in algorithm design, implementation, and opti-
mization. Recent advances in LLM coding agents enable automated
algorithm discovery through iterative code modification, bench-
marking, and correctness validation. We discuss two directions: SAT
solving and model checking, highlighting the trend from heuristic
optimization toward autonomous algorithm development.

2.3.1 SAT Solving. Agentic SAT solving is evolving from auto-
mated heuristic tuning toward broader algorithm discovery and
repository-level code evolution.

Traditional Background. SAT solving provides a fundamen-
tal reasoning capability for hardware formal verification, includ-
ing bounded model checking, equivalence checking, and inductive
proof procedures. As illustrated in Figure 2, SAT/SMT solvers dis-
charge logical constraints generated by verification algorithms [29,
30]. Modern SAT solvers commonly use conflict-driven clause learn-
ing (CDCL), supported by heuristics for variable branching, restarts,
and clause management. These heuristics strongly affect solving
performance and traditionally require extensive expert knowledge
and manual optimization.

Agentic Methods. Recent approaches use LLMs to discover and
optimize SAT solver heuristics through iterative code generation
and evaluation. AutoSAT explores heuristic generation within a
modular CDCL solver, while AutoModSAT and AESAT combine
LLM-guided optimization with evolutionary search [25, 35, 36]. Be-
yond individual heuristic functions, SATLUTION uses planning and
coding agents to evolve larger solver codebases, with distributed
benchmarking and accumulated optimization knowledge guiding
subsequent iterations [47]. These methods expand the search space

from predefined parameters to algorithmic implementations and
interactions among solver components.

Results and Insights. LLM-driven algorithm discovery has pro-
duced competitive SAT solvers, including AESAT’s AE-Kissat-MAB,
which won the 2025 SAT Competition main track [25]. AutoSAT, Au-
toModSAT, and SATLUTION also report improvements over their
evaluated baselines [35, 36, 47]. These results suggest that agen-
tic code evolution can explore algorithmic choices beyond manually
designed search spaces. Repository-level evolution further enables
the joint optimization of interacting solver components. An impor-
tant research challenge is to discover improvements that generalize
across diverse SAT instances while maintaining solver correctness.

2.3.2 Model Checking. Agentic algorithm discovery is extending
from SAT solving to model checking, where verification perfor-
mance depends on more complex state-space reasoning and search
strategies.

Traditional Background. Model checking engines combine
symbolic state-space algorithms with SAT/SMT solving to discharge
verification obligations. As illustrated in Figure 2, their reasoning ca-
pabilities support automated correctness checking over bounded or
unbounded executions. Algorithms such as IC3/PDR rely on several
interacting heuristic decisions, including inductive generalization,
proof-obligation scheduling, and clause propagation [9, 16]. These
choices strongly influence verification efficiency and traditionally
require substantial expertise in algorithm design and optimization.

Agentic Methods. Recent research explores offline LLM-driven
evolution of model checking algorithms. IC3-Evolve [27] generates
and evaluates code modifications to IC3/PDR heuristics through
iterative experimentation. Candidate implementations are evalu-
ated on hardware benchmarks, with independently checked proof
certificates and replayable counterexamples validating their results.
The discovered heuristics are integrated into a standalone model
checker without runtime LLM inference.

Results and Insights. IC3-Evolve [27] demonstrates the poten-
tial of automated algorithm discovery for hardware model checking.
Compared with task-specific proof guidance, offline algorithm dis-
covery produces reusable improvements that can benefit future
verification tasks. Current exploration mainly focuses on selected
heuristic components, leaving opportunities for broader algorithm
discovery in state-space abstraction, invariant generalization, and
interactions with SAT/SMT solvers. Correctness validation, search
efficiency, and cross-design generalization are key challenges for
developing reliable self-improving model checkers.

3 PART II: FORMAL METHODS FOR AGENTIC
HARDWARE DEVELOPMENT

Agentic hardware development involves three closely related activ-
ities: generating hardware implementations, debugging functional
errors, and optimizing designs for better power, performance, and
area (PPA). Each activity requires formal verification in a different
role. As illustrated in Figure 5, (1) Generation (Section 3.1) uses
formal specifications and verification feedback to guide RTL con-
struction and correction; (2) Debugging (Section 3.2) uses coun-
terexamples and formal reasoning to identify root causes and val-
idate repairs; and (3) Optimization (Section 3.3) uses equivalence
checking to explore alternative implementations while preserving
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Figure 5: Three applications of formal methods in agentic hardware development. Formal verification guides RTL generation
through correctness feedback, supports debugging through counterexample-based diagnosis and repair, and enables correctness-

preserving design optimization.

functional correctness. Together, these activities form an iterative
design process in which formal verification provides continuous
correctness feedback and constraints for agentic decision-making.
Table 3 summarizes representative research in these directions.

3.1 Generation: Formal-guided RTL
Construction

Formal-guided RTL generation is evolving from one-shot code gen-
eration toward iterative construction and correction using verifica-
tion feedback. Assertion properties, executable reference models,
and verified intermediate representations provide complementary
ways to establish correctness targets.

Traditional Background. Traditional RTL development relies
on engineers to translate design requirements into implementations
and identify functional errors through simulation and verification.
LLMs automate RTL construction, increasing the need for reliable
correctness feedback and automated correction.

Formal-guided Methods. Recent approaches integrate for-
mal verification into RTL generation through two directions. (1)
Property-guided generation: Formal properties provide correctness
feedback for training data selection, error detection, and RTL cor-
rection. OpenLLM-RTL uses formal verification to select training
examples [24]. (2) Formal-model-guided generation: Executable ref-
erence models and formally defined intermediate representations
provide behavioral constraints and proof obligations for hardware
generation. FormalRTL uses a supplied C reference model to guide
RTL generation and correction through equivalence checking [22].
CktFormalizer uses typed circuit representations and interactive
theorem proving to support hardware generation [44]. HINT in-
troduces an executable hardware-intent representation with pre-
RTL checking and correctness obligations for RTL lowering [5].
Proof2Silicon uses formally verified Dafny programs to guide hard-
ware generation [20].

Our Work. CorrectRTL [39] introduces an SVA-based self-correction

framework for LLM-generated RTL. As illustrated in Figure 6, it
uses automatically generated assertions to provide formal feed-
back for RTL correction. The verification results identify violated
requirements, and an LLM agent iteratively repairs the implementa-
tion. This reduces dependence on manually constructed testbenches
during the correction process.

Results and Insights. CorrectRTL improves Pass@1 from 20.5%
to0 49.0% on the 200-design ScaleBench benchmark, with correctness
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Figure 6: Overview of our CorrectRTL [39] and its assertion-
guided RTL self-correction workflow.

independently evaluated through sequential equivalence check-
ing [39]. These results demonstrate how formal feedback can im-
prove RTL generation through iterative correction. Property-guided
approaches provide targeted feedback on specified behaviors, while
executable models and formal intermediate representations support
more structured hardware generation. The effectiveness of these
methods depends on the reliability of their formal specifications
and the correctness of the transformations connecting them to RTL
implementations.

3.2 Debugging: Formal-guided Diagnosis and
Repair

Formal-guided debugging is progressing from interpreting verifica-

tion failures toward automated root-cause diagnosis and formally

validated repair. Counterexamples and assertion failures provide

concrete evidence for guiding agent decisions.

Traditional Background. Hardware debugging traditionally
requires engineers to analyze waveforms, simulation traces, and
formal counterexamples to identify functional errors. Root-cause
localization and repair are particularly challenging for sequential
designs, where failures may depend on interactions across multiple
cycles.

Formal-guided Methods. Recent approaches explore two com-
plementary capabilities. (1) Failure diagnosis: Al agents analyze



Table 3: Representative research in formal methods for agentic hardware development.

Category Direction Representative Work Key Contribution
Property-guided OpenLLM-RTL [24] Uses formal verification to select training examples for RTL generation.
generation CorrectRTL [39] Uses generated assertions and formal feedback for iterative RTL correction.
Generation FormalRTL [22] Uses C reference models for equivalence-guided RTL generation and correction.
Formal-model- CktFormalizer [44] Uses typed circuit representations and theorem proving for hardware generation.
guided generation  HINT [5] Introduces an executable hardware-intent representation with pre-RTL checking
and RTL-lowering obligations.
Proof2Silicon [20] Uses verifier-guided learning and formally verified intermediate programs for hard-
ware generation.
Failure
diagnosis FVDebug [2] Uses formal counterexamples and causal reasoning for root-cause analysis.
bugei AssertSolver [50] Uses assertion failures and repair feedback to guide RTL correction.
Debugging Formal-guided Stitch [51] Uses counterexample-guided RTL repair with formal validation.
repair Tran et al. [37] Combines open-source model checking with counterexample-guided RTL repair.
Das et al. [8] Uses assertion-guided repair and JasperGold to validate multi-line RTL fixes.
RTL.level ROVER [7] Explores equivalent logic transformations through verified e-graph rewriting.
-leve . . . . .
Optimization optimization ASPEN [49] Combines LLM rewrite rules with equivalence checking and PPA feedback.
Dr. RTL [13] Uses timing-guided agentic RTL optimization with sequential equivalence checking.

Layout-level

optimization E-Layout [12]

Enables equivalence-preserving layout logic restructuring using physical feedback.

formal counterexamples, design dependencies, and specifications to
identify likely root causes. FVDebug combines counterexample anal-
ysis with causal reasoning and RTL context to explain formal verifi-
cation failures and suggest fixes [2]. (2) Formal-guided repair: Agents
use failing properties and counterexamples to propose RTL mod-
ifications, followed by formal rechecking. AssertSolver and Stitch
explore assertion- and counterexample-guided correction [50, 51].
An open-source multi-agent workflow [37] further combines Sym-
biYosys and Z3 with counterexample-driven RTL repair. Recent
work [8] on RISC-V processors uses assertion-guided LLM repair
and JasperGold verification to address multi-line RTL bugs.
Results and Insights. These studies show how formal verifica-
tion can support both fault localization and automated correction.
Counterexamples reveal failing behavior, while repeated model
checking evaluates whether proposed repairs satisfy the specified
properties. Recent work also extends formal-guided repair toward
more complex, multi-line bugs. The main challenges include ac-
curate root-cause diagnosis, efficient repair search, and sufficient
specification coverage to prevent incomplete or misleading fixes.

3.3 Optimization: Correctness-preserving
Design Exploration

Formal equivalence checking enables Al agents to explore alterna-
tive implementations under explicit correctness constraints. Recent
approaches combine formal checking with EDA feedback to opti-
mize hardware at both RTL and physical-design stages.
Traditional Background. Traditional synthesis and RTL opti-
mization use Boolean rewriting, restructuring, and technology map-
ping to improve power, performance, and area (PPA). Formal equiv-
alence checking validates correctness-preserving transformations.
At later design stages, placement and timing information provide
additional guidance for selecting effective logic transformations.
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Figure 7: Our E-Layout [12] uses e-graph equality saturation
to explore formal equivalent logic structures for timing opti-

mization.

Formal-guided Methods. Recent approaches explore two di-
rections. (1) Verified logic rewriting: ROVER uses verified e-graph
rewriting, while ASPEN combines LLM-generated rewrite rules
with equivalence checking and PPA feedback [7, 49]. (2) Agentic de-
sign exploration: Al agents iteratively generate design alternatives,
evaluate their implementation quality using EDA tools, and validate
functional equivalence. This supports design-specific optimization
across a broader range of transformations.

Our Work. Our research explores correctness-preserving opti-
mization at two design stages. (1) RTL-level optimization: Dr. RTL [13]
uses timing reports and EDA feedback to guide agentic RTL trans-
formations, with sequential equivalence checking (SEC) validating
functional correctness. (2) Layout-level optimization: E-Layout [12]
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Figure 8: Future research directions toward scalable AI-native
formal methods and proof-native hardware development.

explores post-placement logic restructuring through equality satu-
ration and layout-aware structure selection. As illustrated in Fig-
ure 7, e-graph rewriting generates multiple equivalent implementa-
tions of a logic cone, expanding the structural optimization space.
Learning-based selection uses placement and timing information to
identify promising alternatives. Local SMT checking and full-design
equivalence verification validate the transformations.

Results and Insights. Across 20 designs, Dr. RTL achieves aver-
age improvements of 21.3% in worst negative slack (WNS) and 16.9%
in total negative slack (TNS), together with a 5.8% area reduction
and an 86% SEC pass rate [13]. E-Layout reports average improve-
ments of 6.07% in TNS and 2.29% in WNS, together with a 1.07%
area reduction across nine designs [12]. These results highlight how
formal equivalence enables broader structural exploration, while
physical feedback guides the selection of implementations with
better PPA.

4 FUTURE RESEARCH DIRECTIONS

As Al becomes more capable, formal methods are becoming both
more important and more accessible. As illustrated in Figure 8,
we envision three research directions spanning formal verification
methodology and its applications toward proof-native hardware
development.

4.1 Specification: From Isolated Properties to
Intent-Aligned Reference Models
As Al increasingly automates RTL generation, accurately capturing

designer intent becomes more important. A promising direction is
to move from individual assertion properties toward more complete,

executable formal reference models that support equivalence and
refinement checking. This shift highlights the growing importance
of requirements engineering in hardware development. Al agents
can help designers clarify ambiguous requirements, identify missing
behaviors, and translate design intent into formal specifications.
Ensuring that these specifications accurately reflect designer intent
will be essential for reliable Al-native hardware development.

4.2 Verification: From Individual Proofs to
Scalable and Reusable Proving

Al-native verification techniques offer opportunities to improve
proof automation, efficiency, and scalability. Agentic theorem prov-
ing can automate complex hardware proofs through invariant gen-
eration, proof decomposition, and interactive reasoning. Composi-
tional verification and proof reuse can further improve scalability
by allowing agents to accumulate and reuse machine-checked lem-
mas and proof strategies across related designs. Agentic algorithm
discovery can also improve SAT/SMT solvers and model checking
engines, making formal reasoning more efficient.

4.3 Application: From Formal Verification
Feedback to Proof-Native Design

Formal verification is becoming an important part of Al-driven
hardware generation, debugging, and optimization. The next step is
to integrate formal reasoning throughout the design process, main-
taining correctness guarantees as Al agents continuously modify
implementations. Formal specifications can guide generation, coun-
terexamples can support debugging, and equivalence checking can
enable broader design exploration. Proof-native hardware de-
velopment connects these capabilities into a unified workflow,
where Al agents generate, verify, and optimize hardware while
maintaining machine-checkable correctness guarantees.

5 CONCLUSION

This paper presented a unified view of the growing relationship
between AI and formal methods in the era of agentic hardware
development. We reviewed how Al advances formal specification,
proof construction, and reasoning engines, and how formal meth-
ods support reliable RTL generation, debugging, and optimization.
Through representative research and our recent contributions, we
highlighted the opportunities for improving verification automa-
tion, efficiency, and scalability. As Al becomes more capable, the
demand for correctness guarantees continues to grow, while the
barriers to developing and applying formal methods are decreasing.
We envision formal methods becoming a native part of Al-driven
hardware development, enabling increasingly autonomous design
with machine-checkable correctness guarantees.
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